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Abstract

Understanding the internal mechanisms of
transformer-based large language models
(LLMs) is crucial for their reliable deployment
and effective operation. While recent efforts
have yielded a plethora of attribution methods
attempting to balance faithfulness and compu-
tational efficiency, dense component attribution
remains prohibitively expensive. In this work,
we introduce Layer-wise Target Propagation
(LTP), a novel framework that faithfully traces
information flow on the frozen transformer in
one forward and one backward pass without
requiring counterfactual examples. LTP ana-
lytically decomposes and linearizes the com-
putational structure of the Transformers into
distinct pathways along which it propagates a
targeted unembedding vector to receive the ef-
fective representation at each residual position.
This target-centric propagation achieves O(1)
time complexity with respect to the number of
model components, scaling to long input se-
quences and dense component attribution. Ex-
tensive experiments on standard interpretabil-
ity benchmarks demonstrate that LTP achieves
state-of-the-art faithfulness and unprecedented
efficiency compared to existing baselines.

1 Introduction

Transformer-based large language models (LLMs)
are the dominant model paradigm in Al. However,
their internal mechanisms remain poorly under-
stood. A central challenge lies in attribution (Sun-
dararajan et al., 2017), identifying which compo-
nents are responsible for a model’s predictions.
While a plethora of attribution approaches have
been applied to LLMs (Ferrando et al., 2024),
these methods often fall short in real-world set-
tings. Along with this research line, fully decom-
posing the computational graph of the transformers,
i.e., decomposition-based approaches, becomes
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a promising research direction in the attribution
research realm (Hong et al., 2025).

Motivated by the limited efficiency and inac-
curate approximations in previous work, we pro-
pose Layer-wise Target Propagation (LTP), a novel
decomposition-based framework for efficient in-
put and component attribution. Specifically, LTP
efficiently computes the attribution through a sin-
gle forward and backward pass by propagating
the unembedding vector of the target token. As
our method leverages general forward and back-
ward passes, it can be universally applied to any
transformer variant. In this paper, we focus on the
SwiGLU transformer, as most modern competitive
LLMs adopt this architecture (Touvron et al., 2023).
Figure 1 shows an overview of our approach.

Our experiments demonstrate the superior faith-
fulness and efficiency of LTP on standard tasks for
both input and component attribution. Our contri-
butions are summarized as follows:

* We introduce Layer-wise Target Propagation
(LTP), a novel decomposition-based framework
that efficiently assigns logit scores in a single
forward and backward pass, without requiring
counterfactual examples.

* By leveraging the bilinear structure of the
SwiGLU Transformers, we show that the com-
putational structure is decomposable into dis-
tinct control and content pathways.

* Through extensive experiments on standard in-
terpretability tasks, we demonstrate that LTP
achieves superior faithfulness and efficiency
compared to state-of-the-art baselines, effec-
tively identifying causal mechanisms.

All artifacts are publicly available on GitHub.!

"https: //github.com/lab-paper-code/LTP
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2. Propagate target through frozen modules.

Figure 1: Overview of the Layer-wise Target Propagation (LTP) framework for efficient input and component
attribution. LTP operates in two stages: (1) One-pass forward execution, in which the model processes the input
once while caching activations required for the back propagation; and (2) top-down target propagation, where the
unembedding vector of the targeted token is recursively propagated backward through Transformer modules to

identify an effective target at each residual position.

2 Related Work

Attribution research aims to localize the sources of
model behavior by identifying responsible inputs
or internal components (Ferrando et al., 2024).

Input attribution. A first family of input attri-
bution methods derives importance from model
gradients and their propagated variants. They treat
the first-order Taylor expansion as a sensitivity sig-
nal (Simonyan et al., 2013; Denil et al., 2014; Li
et al., 2015), as in Input x Gradient (Denil et al.,
2014), which scales the gradient by the embed-
ding to account for input magnitude. As raw gradi-
ents suffer from saturation and shattering (Shriku-
mar et al., 2019; Balduzzi et al., 2018), later
work denoises the gradients through Integrated
Gradients (Sundararajan et al., 2017) or Smooth-
Grad (Smilkov et al., 2017).

A second family traces how the signal flows
through attention. Raw attention weights were
the earliest such signal, but proved unreliable as
indicators (Jain and Wallace, 2019). Subsequent
work made the signal more faithful by weighting at-
tention with value-vector norms (Kobayashi et al.,
2020, 2021) and composing it across layers via
rollout (Abnar and Zuidema, 2020; Ferrando et al.,
2022; Modarressi et al., 2022). Building on this tra-
jectory, decomposition-based methods analyze the
model’s linear structure, yielding faithful attribu-
tion of attention-mediated effects (Modarressi et al.,
2023; Kobayashi et al., 2023; Hong et al., 2025).

Our method adopts this decomposition view, but
rather than propagating the decomposed states for-
ward, it propagates the target backward through the
linearized structure.

Component-level attribution. Attribution can
also target internal components rather than inputs.
Direct Logit Attribution (DLA) (Elhage et al., 2021;
nostalgebraist, 2020) exploits the additive residual
stream to read off a component’s direct contribu-
tion to the output logit and applies to both attention
heads (Ferrando et al., 2023) and neurons (Geva
et al., 2022). DLA, however, does not capture the
indirect effects of downstream layers, thereby re-
ducing interpretability in early layers.

Activation patching removes this blind spot by
overwriting a component and measuring the result-
ing output change, thereby capturing both direct
and indirect effects through counterfactual forward
passes (Vig et al., 2020; Meng et al., 2022; Wang
et al., 2022; Zhang and Nanda, 2023). This faith-
fulness comes at a steep cost due to the separate
forward pass per component. Our method targets
exactly this gap, recovering the direct and indirect
effects that DLA misses through a single backward
pass, without the per-component forward passes
that make patching intractable.

These component-level signals, in turn, are the
building blocks of automated circuit discovery,
which searches for the component subsets respon-
sible for a behavior. Existing pipelines instantiate



this search on top of causal intervention (Conmy
et al., 2023), gradients (Nanda, 2023; Syed et al.,
2024), LRP (Jafari et al., 2025), and contextual
mixing (Ferrando and Voita, 2024).

3 Background

In this section, we review the recent variants of
Transformer components and establish the nota-
tion used throughout the paper. A more general
overview is provided in Appendix A.

3.1 Multi-Head Self-Attention (MHSA)

Different from the original MHSA module (Rad-
ford et al., 2019), recent variants such as the
LLaMA?2 architecture (Touvron et al.,, 2023;
Grattafiori et al., 2024) employ different normal-
ization and positional encoding techniques.

First, given an input embedding sequence X €
RT*d_ the modern MHSA module first normalizes
the embedding sequence using RMSNorm (Zhang
and Sennrich, 2019). These normalized embed-
dings X are projected into queries, keys, and values
across different heads:

< h) h) ~ h
Xwi) xwi xwil

where W W%) , W$,h )

0 > are the query, key, and
value projections for head h. The attention scores
are computed using the scaled dot product with the

query and key, followed by the softmax function:

R (XWS”)) Ry (XW%"))T
e :

a) = SoftMax

where R(-) denotes the application of RoPE (Su
etal., 2021). These attention scores are used for the
weighted sum of value vectors V, and the output
of MHSA is formed by concatenating head-wise
outputs and projecting them to the embedding di-
mension:

MHSA(X) = Concat (XW@)WO,

where W is the projection matrix. The output of
the MHSA module is added to the residual stream.

3.2 Feed-forward Network (FFN)

In modern architecture, the FFN uses the SwiGLU
activation, which separates computation into a gat-
ing and a value pathway. Given a normalized input
X, GLU activation is defined as:

GLU(X) = <U(XWG) ® (XWU))WD,

where o (-) denotes the SiLU (Swish) activation, ®
is element-wise multiplication, and Wg, Wy €
R¥*dm and Wp € R%m*4 are the gate, up, and
down projection matrices, respectively.

3.3 Decomposition of Transformer Modules

One interesting finding is the linear separability
of the transformer blocks (Modarressi et al., 2023;
Kobayashi et al., 2021), allowing for decomposi-
tion into independent model component contribu-
tions; attention heads and neurons for MHSA and
GLU, respectively. For MHSA, the output can be
expressed as the sum of head-wise contributions:

H
MHSA(X) = > " a® xXwimw
h=1

where ng ) and Wg ) denote the value and output
projections of head h. Similarly, the GLU output
can be decomposed into contributions from indi-
vidual neurons:

difn ) ~ ) )
GLUX) =Y (0<ng>) © (ng>>)wg>,
i=1

(@)
where wé

W¢g and Wiy, and wg) denotes the ¢-th row of
‘W p. Each term corresponds to the contribution of
a single GLU neuron to the residual stream.

(

and in) denote the ¢-th columns of

4 Layer-wise Target Propagation

In this section, we formalize the dense component
attribution problem and propose Layer-wise Target
Propagation (LTP) as our solution.

4.1 Problem Statement

Our objective is to quantify how much a given
model component X contributes to a target model
output t. Formally, we seek to assign an attribution
score Sy(x) that measures the relevance of x to a
target token prediction t. Let XEO) € R? denote
the embedding vector at token position 7, and let
t; € R? be the j-th row of the unembedding matrix
Wu g, corresponding to the direction in latent space
that increases the logit logitgj ) of token tV) € V
at position 7. Owing to the additive structure of
the residual stream, Xgo) contributes directly to the
output logit, yielding the direct attribution score:

St,direct (Xl('O) ) = (XEO) ) th :



While each embedding at position i’ contributes
directly to the logit at its own position, it has no
direct contribution to the logits at later positions
i > 1'; such cross-position influence is mediated
entirely through downstream layers (Belrose et al.,
2023). The full attribution can be formalized as:

S(X©) = px )T,

where f(-) denotes the downstream processing of

XED) with an otherwise frozen network. While faith-
ful (Hong et al., 2025), this approach requires a
separate forward pass per component to evaluate
f (X§0) ), making dense attribution prohibitively ex-
pensive.

4.2 Target Propagation Framework

To overcome this limitation, we invert the attribu-
tion perspective: rather than passing each compo-
nent forward, we propagate the target backward.
Specifically, we reformulate the attribution score
as:

Sy = ()T () = () el

i
where tgo) denotes the effective target at layer 0.
This effective target is computed recursively via:

! !
g = £ + g6y (¢),

l I ! I
t§) = tingd + gl(\/l)HSA (tfngd)7

where gg%U() and gl(vl[)Hs A(+) denote linearized in-
verse transformations of the GLU®) and MHSA(®)
blocks, respectively. Under this formulation, attri-
bution requires only a single forward pass to cache
activations and a single backward pass to propagate
the effective target.

LTP implements this framework by linearizing
and inverting MHSA and GLU via their constituent
pathways while keeping the rest of the module
frozen. To prevent the explosion of the target norm
and sustain completeness?, each inversion is further
regularized by a weighting parameter u. The fol-
lowing sections instantiate ggiU() and gl(\,l[)HS A()
at the neuron and attention-head level. Detailed
derivations and their complexity analyses are pro-
vided in Appendix D and B, respectively.

>While LTP generally supports completeness, our choice
of softmax linearization breaks it for the sake of a robust
gradient.

4.3 Neuron Target Propagation

Consider a GLU neuron n with activation a(™. To
propagate the effective target backward through the
GLU, we approximate the inverse transformation
ggi)U() as a weighted combination of the up- and
gate-projection paths, assuming frozen activations:

o0 (t) = tup - 845 (6) + figue - Slne(t),

where piyp + flgae = 1.

Up-projection. With frozen activations, the
up-projection-pathway is linear and corresponds to
the composition of the up- and down-projection
weights, Wg% = W,(Jn)wgl).
target is given by:

The propagated

(n)

Wi Oy T
L R SR
——— )
_(n) gradient scalar AgLy

effective weight w;

where « and o denote the RMSNorm parameters.
For clarity, we refer to such normalized weights as
effective weights w.

Gate-projection. Due to nonlinearity, the gate-
projection pathway must be linearized to be in-
verted. We approximate the local gradient using
the ratio a(™ /s, where s(™ denotes the pre-
activation value:

g}(;:t)e(t) = V~V(Gn) e AGLU-

4.4 Attention Head Target Propagation

For an attention head h, target propagation is more
involved due to the token mixing softmax activa-
tion. We decompose the inverse MHSA transfor-
mation into contributions from the query, key, and
value paths and combine them via weighted aggre-
gation:

gl (t) = no-gl) (t)+ux-gh (6)+uv gl (t),

where pg + px + py = 1.

Value path. The value path is linear, given fixed
attention weights, and is defined as:

(WINTe ),
—
grad. vec. AMHSA

h 37(h
&)(e) = W



Query and key paths. Propagating targets
through the query and key paths requires trac-
ing gradients through the softmax operation.
Unlike GLU activations, softmax outputs de-
pend jointly on all attention scores and remain
non-zero even for zero inputs, making naive lin-
earization unstable. Following Achtibat et al.
(2024), we adopt a Taylor-based decomposition
of the softmax, which provides a stable—though
non-conservative-approximation:

= v\ |
(h) 57(h) 1 [ Bri(%Wi')
(t) =W Sii - RAL | = K
g0.i(t) Q ngi j Q,z< i
. Roi (W)
h h _ Q,i\Xq
gg{?j(t) =W §<) E i - RK,lj 9

i>j Vi
where the scalar interaction term J;; captures the
sensitivity of the softmax output:

(h)

51y = iy (KW — ) @ Agpssa.

Here, ugh) denotes the expected intermediate acti-
vation vector of head h at token position .

5 Experiments

We assess the effectiveness of LTP under two
research questions:

* RQI. How faithfully does LTP attribute input
tokens and internal component importance?

* RQ2. How effective are balanced hyperparame-
ter selections for gaining optimal performance?

To answer these questions, we conduct attribution
faithfulness and sensitivity experiments.

5.1 Attribution Faithfulness

We quantify how well LTP identifies components
that are causally relevant to a model’s prediction.

5.1.1 Experimental setup

Datasets and Models. We evaluate LTP on
several modern LLM checkpoints, including
Llama-3.1-8B-Instruct  (Grattafiori et al.,
2024), Llama-2-7B-Chat (Touvron et al.,
2023), Qwen3-4B-Instruct (Yang et al., 2025),
Mistral-7B-Instruct (Jiang et al., 2023), Qwen2.5-
32B-Instruct (Yang et al., 2024), and GPT-2
Large (Radford et al., 2019). Three representative
datasets are used to cover different attribution
scenarios: (1) Known 1000 (Meng et al., 2022)
for factual sequence completion, (2) SQuAD

v2.0 (Rajpurkar et al., 2018) for context-supported
question answering, and (3) IMDb (Maas et al.,
2011) for sentiment analysis. We also leverage
the Indirect Object Identification (I0I) task (Wang
et al., 2022), a widely used benchmark for circuit
discovery in the component attribution experiment.
See Appendix E for additional details.

Metrics. Following prior work, we adopt two
complementary metrics: disruption and recovery.
Both replace the embeddings of a selected set of
tokens with zero vectors and measure the resulting
"change in the probability of the correct next to-
ken. For disruption, we zero out the top- K tokens
judged most important and keep the rest intact; a
»faithful attribution should then cause a large drop in
the probability, since the tokens driving the predic-
tion have been removed. For recovery, we instead
zero out all tokens except the top-K most impor-
tant; here, a faithful attribution should preserve the
probability since the retained tokens alone should
suffice. These mirror the comprehensiveness and
sufficiency criteria of DeYoung et al. (2020).

5.1.2 Input Attribution Experiments

Baselines. We compare LTP against a
broad range of attribution baselines, includ-
ing gradient-based methods (Gradient at
input, InputxGradient (Denil et al., 2014),
and [Integrated Gradients (Sundararajan et al.,
2017), attention-based methods (Last-Layer
Attention and Mean Attention on the last
token, as well as Attention Rollout (Abnar and
Zuidema, 2020), the context-mixing method
Information Flow Routes (Ferrando and Voita,
2024), and the decomposition-based method
DePass (Hong et al., 2025).

Implementation details. For the Known 1000
dataset, we assess faithfulness by ablating individ-
ual input tokens, excluding special tokens. For
the SQuAD v2.0 and IMDDb datasets, we employ a
context- or review-level ablation strategy, in which
tokens within the supporting paragraph or review
are ablated while the remaining prompt remains
intact. This setup mitigates artifacts caused by
truncating incomplete sentences immediately pre-
ceding the target token, yielding a cleaner faith-
fulness signal. Additional setup information for
reproducibility is located in Appendix F.

For token-level attribution, we compute effective
targets tgo) by propagating the unembedding vector
of the correct answer token backward to the input
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Figure 2: Performance comparison with baseline attribution methods on Llama-3.1-8B-Instruct under different top
input token masking strategies. Our approach shows lower Top-k disruption and higher Top-k recovery, indicating

more accurate identification of important components.

Known 1000 SQuAD v2.0 IMDb
Methods
dis. | rec. T total dis. | rec.T  totalt dis. | rec. T total 1

Random 14.22 22.78 8.56 50.64 52.39 1.75 84.44 85.93 1.49

Attention-based
Last layer 526 24837 19577 2196 8204 60.08  79.68" 9157  11.897
Mean 6.57 25.78 19.21 17.06 89.46"  72.40T1  79.89 91.42 11.53
Rollout 13.26 15.72 2.46 40.58 69.43 28.85 85.33 92.47 7.14

Gradient-based
Gradient 12.14 22.94 10.80 49.95 46.68 -3.27 84.52 84.58 0.06
Input X Gradient 12.58 21.27 8.69 34.07 63.22 29.15 82.65 84.34 1.69
Integrated Gradients 9.92 24.49 14.57 17.92 79.53 61.61 81.29 92417 11.12

Contextual Mixing-based
IFR 16.15 11.88 -4.27 50.16 62.51 12.35 91.63 91.12 -0.51
Decomposition-based

DePass 9.17 25.45 16.28 19.29 78.45 59.16 85.49 69.65 -15.84
LTP (Ours) 579"  33.88 28.09 17.731  92.51 74.78 69.34 99.51 30.17

Table 1: Faithfulness evaluation of crucial token attribution on Llama-3.1-8B-Instruct across Known 1000 (factual
knowledge), SQuAD v2.0 (reading comprehension), and IMDb (sentiment analysis). Lower disruption (dis.) and
higher recovery (rec.) indicate more faithful token localization; fotal denotes their aggregate AUC score. Bold
indicates the best result, and T the second best. LTP consistently achieves the highest faithfulness across datasets.

layer. Token importance is then obtained via the
(0)

dot product between t;

embedding vectors.

and the corresponding

Results. As shown in Figure 2 and Table 1, LTP
attains the highest total faithfulness across all three
datasets. LTP is the only method that remains

faithful across two qualitatively different regimes.

On localized tasks, where the prediction hinges

on a single answer-bearing span (Known 1000,
SQuAD v2.0), several baselines are competitive.
On the distributed IMDD task, where sentiment
is spread across many tokens, every competing
method degrades sharply while LTP retains a large
lead. We attribute this robustness to how LTP de-
composes the computation: rather than scoring
tokens by attention routing alone, it propagates
the target through both the content pathway (value
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Figure 3: Performance comparison with baseline attribution methods on Llama-3.1-8B-Instruct under different top
model component masking strategies. Our approach shows lower disruption and higher recovery, indicating more

accurate identification of important components.

and up projections) and the control pathway (atten-
tion and gate scores), so that evidence dispersed
across many tokens is still accumulated rather than
lost. Finally, extended results on Llama-2, Qwen3,
Qwen?2.5, Mistral, and GPT-2 Large (Appendix I)
reproduce the same ordering, confirming that the
gains are not specific to a single backbone.

5.1.3 Component Attribution Experiment

We further assess attribution faithfulness at the
level of internal model components, focusing on
individual attention heads and MLP neurons.

Baselines. We compare LTP with activation-
based baselines: Attn-only, which ranks attention
heads by activation magnitude; MLP-only, which
ranks neurons by activation strength; and Norm,
which decomposes component contributions us-
ing the L2 norm. We also evaluate gradient-based
methods, including Gradient, AtP (Nanda, 2023),
and contextual mixing-based method, Information
Flow Routes (IFR) (Ferrando and Voita, 2024).

Evaluation Setup. All attention heads and MLP
neurons are ranked according to their attribution
scores. We progressively ablate or recover the
top-ranked components and measure the resulting
change in the model’s prediction confidence. Ad-
ditional setup information for reproducibility is
located in Appendix F.

Results. As shown in Figure 3 and Table 2,
LTP achieves the highest total faithfulness on

Known 1000 101

Methods
dis.] rec.t tot.ft dis.) rec.t tot.f
Random 1977 27.55 7.78 2185 27.54 5.69
Baselines
Attn-only  0.66 93431 9277 0.15 93.07 92.92
MLP-only 037 27.58 2721 087 27.53 26.66
Norm-only 0.06" 6725 67.19 0.017 65.02 65.01
Gradient-based

Gradient 028 27.62 2734 0.00 30.95 30.95
AtP 0.00 81.39 81.39 0.00 84.39 84.39

Contextual Mixing-based
IFR 032 3472 3440 0.02 29.15 29.13

Decomposition-based

LTP (Ours) 0.00 123.50 123.50 0.00 86.87" 86.87¢

Table 2: Component-level attribution performance on
Llama-3.1-8B-Instruct. Lower disruption and higher
recovery indicate more faithful localization. Bold de-
notes best; T denotes second best.

both IOI and Known 1000. Although Attn-only
obtains slightly higher aggregate AUC on IOI,
LTP’s S-shaped curve isolates the circuit much ear-
lier (around 0.001%), raising the target probability
above 140% before declining as opposing nodes
are reintroduced. This dip, which reduces LTP’s
AUC, arises from (i) attributing logits rather than
post-softmax probabilities, thereby missing gains
from suppressed competing logits, and (ii) approx-
imation errors in IOI’s highly specialized circuit.
The sharp early recovery nevertheless highlights
LTP’s precision in identifying causal mechanisms.



Extended results for generalizability are provided
in Appendix L.

5.1.4 Computational Efficiency

Beyond faithfulness, LTP is also substantially more
computationally efficient in practice. As reported
in Appendix B and Table 5, LTP completes attri-
bution on Llama-3.1-8B-Instruct in 4.98 seconds
on Known 1000, compared to 14.88 and 14.91 sec-
onds for Activation Patching and DePass. The gap
becomes much larger in the longer-context SQuAD
v2.0 setting: LTP requires only 129.05 seconds,
whereas Activation Patching and DePass require
5370.65 and 5452.28 seconds, respectively, yield-
ing over a 40x speedup while maintaining com-
parable peak memory footprints. These empirical
measurements show that LTP’s faithfulness gains
come with strong practical scalability.

5.2 Sensitivity Analysis

In the sensitivity analysis, we evaluate how the
attribution performance changes as we alter the
weighting parameters p, which balance the con-
tributions of different pathways. Table 3 shows
the configuration weights. Despite the Query-Key
sensitivity analysis, a higher p indicates a larger
reliance on the content pathways.

¢ Control-Content Balance. Varying p shifts
emphasis from pure content (p ~ 1) to pure
control (p =~ 0), exposing how content—routing
interactions affect faithfulness.

* Query-Key Balance. Within the attention con-
trol path, we fix u,, = 0.5 and redistribute the
remaining weight between 11, and 1, to local-
ize sensitivity to the ‘request’ (query) versus
‘source’ (key) of information.

* Attention Balance. With MLP weights fixed,
we test whether attention-mediated effects are
dominated by content being moved (p,,) or rout-
ing logic (g, f1k)-

* MLP Balance. We focus on the Gated Linear
Unit by fixing the attention mechanism to the
balanced configuration and shifting the weights
between fi44¢e and fi,, to probe the gate’s se-
lective filtering behavior.

Results. Figure 4 summarizes the sensitivity
results, with complementary qualitative examples
deferred to Appendix G. Input attribution peaks
in the mid-range (50-70%), indicating that

Sensitivity Hq 122 Mo Hgate  Hup
1— 1—
Control-Content =2 F 0p 1-p »p
Attention 1%? 177” P 0.5 0.5
Query-Key g I_Tp 0.5 0.5 0.5
MLP 025 025 05 1—p p
Table 3: Hyperparameter configuration for the

sensitivity analysis. p € [0,1] is the sensitivity vari-
able in our experiment.
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Figure 4: Sensitivity analysis of LTP scaling configu-
rations on the Known 1000 dataset. We evaluate the
impact of varying attribution parameters to prioritize
different information pathways.

macro-level token importance favors direct content
pathways (e.g., value and up projections). In con-
trast, component attribution peaks at much smaller
scales (p ~ 0.2) before a sharp decline, revealing
that fine-grained fidelity hinges on control/routing
pathways (gates and queries/keys), with 1—p ~ 0.8
needed to capture individual functional roles. Con-
sidering both, p = 0.5 provides the most sta-
ble trade-off by unifying the control and content
pathways with equal weighting, which we use
throughout the experiments in this paper. An ex-
tended sensitivity analysis on fundamentally differ-
ent tasks and granularities, which further supports
p = 0.5 as a robust task-agnostic default, is pro-
vided in Appendix H. We leave broader configura-
tion sweeps to future work.

6 Discussion

In this section, we discuss the scope and relia-
bility of LTP beyond the main results. We first
examine the implications of attributing logits rather
than post-softmax probabilities. We then assess the
causal validity of LTP by comparing its rankings
against exact activation patching. Finally, we quan-
tify the deviation from conservation introduced by
the softmax linearizations.

Logit-level attribution. LTP attributes logits
rather than post-softmax probabilities, as the final



softmax poses a unique challenge: (1) the Deep
Taylor Decomposition (Montavon et al., 2015) dis-
tributes relevance via the gradient Jacobian, which
vanishes for highly confident next-token predic-
tions, and (2) the error introduced through the final
softmax propagates through the entire network and
is not bypassed by any linear connection, as is
the case with the value projection in the attention
block. By stopping at the logit level, however, the
framework structurally misses suppressive mech-
anisms such as the negative name mover heads in
IO0I (Wang et al., 2022). Achtibat et al. (2024)
suggest that these issues could be somewhat allevi-
ated through temperature scaling; in line with their
work, we defer the investigation of probability at-
tribution to future work. Alternatively, inhibition
circuits could be incorporated without propagating
through the final softmax by using the logit resid-
ual as the target and attributing it to the component
activations.

Agreement with activation patching. Our faith-
fulness evaluation relies on zero ablation to
maintain comparability with previous relevant
work, although such ablations may introduce
out-of-distribution artifacts. To address this con-
cern, we directly compare the LTP ranking with the
causal effects obtained by exact activation patch-
ing on a component and sample subset. On 101
(Llama-3.1-8B-Instruct; 200 samples), we score
all 1,024 attention heads with both LTP and ex-
act activation patching. The two methods agree
strongly: Pearson r = 0.80, a 70% overlap among
the top-20 heads, and Spearman p = 0.905 with
100% sign agreement among the causally effec-
tive heads. The more moderate full-population
rank correlation (p = 0.39) arises from the weaker
alignment of the ~900 of the 1,024 heads with
negligible causal effect, which are therefore more
prone to order variations due to minimal noise.

Conservation in practice. LTP does not take
conservation as a foundational axiom; rather, it
is a property that comes with the approach. The
choice of the softmax linearization breaks conser-
vation through its implicit bias term, which con-
sumes a small proportion of the propagated rele-
vance. Empirical measurements on 200 examples
of the Known 1000 dataset show that the biases in
each layer account for ~2.3% of the consumption,
where the decrease is not monotone but slightly
concave, with a higher loss in late and a lower
loss in early layers. At the input, LTP exhibits a

normed absolute mean residual (NAMR) of 0.73
with a standard deviation of 0.042, compared to
1.01 (0.087) for Input x Gradient and 6.592 (9.839)
for the gradient approach, indicating that LTP re-
mains substantially closer to the target logit than
gradient-based alternatives.

7 Conclusion

In this paper, we introduce Layer-wise Target Prop-

agation (LTP), a novel framework that recasts attri-
bution as a target-centric backward process: LTP
propagates the unembedding vector of the target
token backward through the frozen transformer
in a single forward and backward pass, recover-
ing an effective target at every residual position
without counterfactual examples. To make this
propagation accurate, LTP decomposes and lin-
earizes the transformer’s computation into distinct
pathways through which the target is traced. LTP
achieves O(1) time complexity with respect to the
number of model components, demonstrating scal-
ability for large models. Extensive experiments
on standard interpretability benchmarks demon-
strate that LTP achieves state-of-the-art faithfulness
and unprecedented efficiency compared to existing
baselines.

8 Limitations

While Layer-wise Target Propagation (LTP) of-
fers a highly efficient framework for dense compo-
nent attribution, its methodology introduces several
structural and operational limitations:

Approximation in High-Curvature Regimes:
To achieve top-down propagation, LTP relies on lo-
cal linearization and first-order Taylor expansions.
Because it inherently discards second-order cross-
derivatives, the method’s attribution faithfulness
may degrade when analyzing circuits driven by
highly coupled, synergistic, or heavily non-linear
component interactions.

Memory and Compute Overhead: Although
LTP drastically reduces the time complexity to
O(1) with respect to the number of components,
caching the dense intermediate activations during
the forward pass is memory-intensive. Therefore,
despite its comparative efficiency, conducting LTP
on exceptionally large models or ultra-long con-
text windows still demands a significant memory
footprint and computational overhead.
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A Transformer Architecture

We consider a decoder-only Transformer com-
posed of a stack of L identical layers indexed by
l € {1,...,L}. Each layer consists of two primary
sub-modules: a multi-head self-attention (MHSA)
block and a gated feed-forward network (GLU).

Given an input token sequence t = (t1,...,tr),
tokens are mapped to vector embeddings X0 ¢
RT*d ysing an embedding matrix Wg € RIVIxd,
where )V denotes the vocabulary. Representa-
tions propagate sequentially through the network
layers. Under a pre-normalization configuration,
the update rule for layer [ is given by:

l — _
X {0 = X070 MHSA (LN(X(71) )

X — xW

mia T GLU (LN(XI(Qd)) ;

where LN(-) denotes the normalization applied
prior to each sub-module. For notational
convenience, we refer to normalized activations
as X when needed.

The final representation XX is projected into
the vocabulary space via the unembedding ma-
trix Wy g € RV yielding the logits used for
next-token prediction.

A key property enabling attribution analysis is
the additive structure induced by residual connec-
tions around each sub-module, commonly referred
to as the residual stream. This structure allows the
final representation to be expressed as:

L
X1 = X043 (MHSA(XU—D)-FGLU(Xr(Qd))-

=1

As a result, the contribution of any module output
can be directly interpreted by projecting it into the
vocabulary space via the unembedding matrix (EI-
hage et al., 2021; nostalgebraist, 2020).

A.1 Root-Mean-Squared Normalization
(RMSNorm)

Root-Mean-Squared Normalization (RMSNorm)
normalizes activations by their root-mean-square
magnitude and is defined as:

X

RMSNorm(X) = ———
Var[X] + €

Oy, (D

where € is a small constant for numerical stability
and = denotes learnable scaling parameters.

A.2 Rotary Positional Embeddings (RoPE)

Rotary Positional Embeddings (RoPE) encode
positional information by applying a rotation to
query and key vectors. Given a vector z € RY at
position m, RoPE defines the rotated representation
as:

R(x,m) = Re mz, 2)

where Rg € R4 i5 a block-diagonal rotation
matrix composed of d/2 independent 2 x 2 rotation
blocks:

M, 0

Rom = . 3)
0 Mg/

Each block M rotates a pair of dimensions by an
angle m0;:

T

sin(m#;)

- sin(mt%)) R

cos(mb;)

The rotation frequencies are defined as a geometric
progression:

0; = 100007201/ e {1, d/2}. (5)

An important property of RoPE is that the inner
product between a query at position m and a key
at position n depends only on their relative offset:

(R(g;m)) " R(k,n) = q' Ren-mk.  (6)
B Complexity Analysis

As large language models are increasingly de-
ployed on tasks requiring long context windows,
the computational and memory scalability of attri-
bution methods becomes a critical bottleneck. In
this section, we analyze the complexity of Layer-
wise Target Propagation (LTP) and compare it
against two established baselines: Activation Patch-
ing (AP) and DePass (Hong et al., 2025). We eval-
uate these methods both theoretically and empiri-
cally, demonstrating that LTP uniquely decoupling
attribution cost from the number of components,
thereby enabling highly efficient dense attribution
even over long sequences.

B.1 Theoretical Complexity Analysis

As summarized in Table 4, we evaluate the com-
putational complexity of Layer-wise Target Propa-
gation (LTP) against Activation Patching (AP) and
DePass with respect to the number of attributed
components M.



Complexity Fwd passes

Methods (w.rt. M)

Activation Patching (AP) O(M) M
DePass O(M) [M/B]
LTP o) 0

Table 4: Computational complexity comparison with
respect to the number of attributed components M.
Activation Patching and DePass require forward passes
that scale linearly with M, whereas LTP performs attri-
bution with no additional forward passes and a single
backward pass.

For a dense attribution task, AP requires M in-
dependent forward passes. Because each pass in-
curs the O(S?) time complexity of the attention
mechanism (where S is the sequence length), its
O(M - S?) scaling becomes computationally pro-
hibitive for long-context tasks. To mitigate this,
methods like DePass leverage frozen activations
through a modified forward pass, but still suffer
from an O(M) complexity bottleneck. DePass ex-
plicitly decomposes hidden representations into M
independent contribution vectors. For large models
(e.g., Llama-3.1-8B-Instruct with Ny, ~ 14,000),
processing these simultaneously is intractable, ne-
cessitating sequential batching that yields [ M/ B]
forward passes (where B is the batch size).

In contrast, LTP adopts a target-centric formu-
lation that is completely independent of M. By
propagating a single effective target vector back-
ward from the output, LTP computes the attribution
score for any component via a simple dot product
with its cached contribution. Consequently, LTP
requires 0 additional forward passes and only a
single backward pass, achieving a rigorous O(1)
time complexity with respect to M. This decou-
pling effectively eliminates the prohibitive scaling
overhead inherent in forward decomposition-based
methods.

B.2 Empirical Measurements Analysis

We provide comprehensive empirical runtime and
peak memory measurements across four distinct
SwiGLU-based LLMs (representing the LLaMA,
Qwen, and Mistral families) in Table 5. To en-
sure a strictly fair comparison, all evaluations were
executed under identical hardware configurations,
utilizing the same GPU setup and batch size. Fur-
thermore, peak memory allocation was explicitly
tracked using PyTorch’s native CUDA memory
allocator. This approach guarantees the precise
measurement of tensor-level VRAM consumption

directly managed by the model, effectively isolat-
ing the metric from OS-level caching overheads or
external system processes.

The empirical results demonstrate that our LTP
framework significantly outperforms existing base-
line methods in computational speed across all sce-
narios. Even on short-context datasets like Known
1000, LTP operates consistently faster than Activa-
tion Patching (AP) and DePass across all evaluated
models. Furthermore, LTP exhibits exceptional
scalability and efficiency on longer context lengths,
such as the SQuAD v2.0 dataset. For instance, on
the Llama-3.1-8B-Instruct model, LTP completed
the attribution calculations in just 129.05 seconds.
In stark contrast, both AP and DePass required
approximately 1.5 hours (5370.65 and 5452.28 sec-
onds, respectively) for the same task, representing
a massive 40x speedup for LTP.

Crucially, LTP achieves these drastically faster
runtimes while maintaining a peak memory foot-
print that is highly comparable to the baseline meth-
ods across all tested models. This confirms that
LTP is a profoundly practical, robust, and resource-
efficient solution for real-world tasks involving
long context sequences, successfully overcoming
the severe computational bottlenecks of traditional
intervention-based methods.

C Algorithm of Layer-wise Target
Propagation

The complete procedure for Layer-wise Target
Propagation (LTP) is formalized in Algorithm 1.
The framework operates in a two-stage process: a
single forward pass for activation caching followed
by a recursive top-down target propagation. By
decoupling the attribution cost from the number
of attributed components M, LTP achieves O(1)
complexity, making it highly scalable for dense
attribution tasks in large-scale transformers.

D Derivations of LTP Target Tracing

In this section, we provide the complete mathe-
matical derivations for the target propagation rules
underlying Layer-wise Target Propagation (LTP).
By propagating a single effective target vector back-
ward through the network, LTP analytically com-
putes the gradient of the attribution score with re-
spect to the intermediate representations. Below,
we derive these exact target propagation formulas
for the two primary computational blocks of the
Transformer architecture: the Gated Linear Unit



Known 1000

SQuAD v2.0

Methods

Runtime (s)| Peak Memory (MB)| Runtime (s)] Peak Memory (MB)|

Llama-3.1-8B-Instruct

Activation Patching (AP) 14.88 20983.48 5370.65 15649.38

DePass 14.91 20663.91 5452.28 17210.68

Layer-wise Target Propagation (LTP) 4.98 21603.86 129.05 17512.21

Llama-2-7B-Chat

Activation Patching (AP) 17.58 24642.69 7229.39 13505.32

DePass 15.74 17321.58 6987.46 14976.61

Layer-wise Target Propagation (LTP) 5.33 19449.77 141.58 15026.57
Qwen3-4B-Instruct-2507

Activation Patching (AP) 10.32 15354.79 7336.73 7863.08

DePass 9.04 13866.60 4905.13 8591.08

Layer-wise Target Propagation (LTP) 4.00 13985.03 119.43 9571.57
Mistral-7B-Instruct-v0.3

Activation Patching (AP) 17.33 18395.77 9603.84 13973.31

DePass 16.87 19795.21 10808.99 14814.81

Layer-wise Target Propagation (LTP) 5.55 21182.21 170.92 16191.69

Table 5: Empirical runtime and peak memory measurements across various SwiGLU-based LLMs (representing
the LLaMA, Qwen, and Mistral families) on datasets with different context lengths. Notably, LTP achieves vastly
superior computational efficiency, delivering drastically faster runtimes while maintaining a comparable peak
memory footprint to the baseline methods. It maintains highly robust performance even on the long-context SQuAD
v2.0 dataset, successfully overcoming the severe computational bottlenecks of AP and DePass.

(GLU) and the Multi-Head Self-Attention (MHSA)
module.

D.1 Gated Linear Unit (GLU) Target
Propagation
Forward Pass Definition. Consider a single neu-

ron n within the GLU layer. The contribution of
this neuron to the residual stream is defined as:

GLU™ (%) = (a<>~<wg‘>) ® <>~<wg7>>) wi
where:

* o(-) is the SiLU (Swish) activation function.

. W(C? ) , wgl ) are the column vectors of the gate

and up projection matrices.

. wg) is the row vector of the down projection

matrix.

* © denotes element-wise multiplication (scalar
here for a single neuron).

The attribution of this neuron to a global target t is
given by:

S = GLUM (x) - t

S0 = o(zwl) - (xwi) - (wit)
————— N —

activation «  content v

scalar \

D.2 Up-Projection (Value) Pathway

To identify the contribution of the information-
carrying pathway, we linearize the operation by
freezing the gate activation (™). The attribution
becomes linear with respect to x:

S0 ol . (Zw™) . A

up

The gradient of this score with respect to the input
x (which represents the propagated target) is:

gl (t) = VxS(y) = o awy”
Incorporating the RMSNorm scaling parameters

~ into the effective weight w, we get the paper’s
formulation:

g (t) = (W) - a®™ - (wit)

n
up

D.3 Gate-Projection Pathway

For the gating pathway, we freeze the content term

v = iw(Un ) and attribute through the non-linear

activation o(s), where s = ing ),

S(")

gate = 0(8) v A



Algorithm 1: The algorithm of Layer-wise Target Propagation (LTP).

Input :Input tokens X, target logit direction (), sensitivity parameter p
Output : Attribution scores S; for all components

// Stage 1: Forward Pass and Activation Caching
Execute a single forward pass through L layers;
for each layerl = 1to L do
Cache attention weights o™ and normalized inputs Z;
L Cache GLU pre-activations s(™) and gate activations a(™);

// Stage 2: Top-Down Target Propagation

Initialize effective target t(&) < W[(Jt );
for each layer ! = L to I do

// 1. Propagate through Gated Linear Unit (GLU)

Compute ggg)( t) and gflzge( t) using linearized inverse rules;
+0 )

mid < t0 4 > o (Bup - Qz(ﬂp)( (l)) + Ugate * géZte(t(l)))§

// 2. Propagate through Multi-Head Self-Attention (MHSA)
for each head h do
() (h).

Compute value path gg/]? ) (thz 4) and control paths g¢)", gj";
h h h h
g}(zeizd%MQg(Q) (h) (h)

+ MKQK + vy s
(l 2 — tmzd + Zh ghead;

// Stage 3: Score Calculation
// Calculate scores for each hierarchical level

St(xgo)) — (z (0))Tt(0) ; // Input Token Attribution

Sy (hD) «— Attn™®) (z0-1)y . ¢ Sl)ld; // Attention Head Attribution

Sy (n) + GLU! )( ) // MLP Neuron Attribution

return S;;
Using the linear approximation o (s) = s - U(:) = D.4 Multi-Head Self-Attention (MHSA)
s - ‘*( , we rewrite the score: Target Propagation

Forward Pass Definition. The output of an at-
(n) tention head h at query position ¢ is:
S(n) (X (n)) o A
gate ~(XWg S v

h ~ h h
) = Z aij (X]WE/))W(O)

. . . - j=i
Taking the gradient with respect to x:

where the attention weights «;; are computed via

NO) Softmax over the scaled dot-product of Rotary Po-
géﬁ%e( t) = Vi Sg’;@e = gL ). pbll A sitional Embedding (RoPE) transformed queries
and keys:

Grouping terms yields the final propagation for- ij = Softmax; (si;)

mula: - h - h
__ RauWg)) R W)
Y Vdy

(n)
(n) _ () & (n)
Bgate(t) = (W5 ') - s (U ) t) The attribution to the target t is S = y(h) - t.

)




Value Pathway. We assume the attention pattern
«; is fixed. The operation becomes linear with
respect to the input x; via the value matrix Wy :

~ h h
Svalue - Z Q4 (ijg/ ))(WE) )t)
j<i

The propagated target to token j is derived by tak-
ing the gradient w.r.t X;:

h 3+(h h
gg/,j)'(t)zwg/) Zaij(W(O)t)

2]

Query and Key Pathways (Softmax Decomposi-
tion). To propagate through the Query and Key
paths, we must differentiate the Softmax function.
Let the projected target vector be t' = ng )t and

the value vector be v; = Xx; WgL ). The attribution
score is:
S=) ap(vit)
k

We first find the sensitivity of .S with respect to

the pre-softmax logits s;;. Using the derivative of

Softmax, 862‘;’“ = (055 — uk):

85 . 8aik
881']‘ A 881‘]'

=¥ (05 — i) (Vi - t)

k

= Qi <Vj -t (Z aikvk> 't/>
k

Defining the expected head output as ugh) =

>k ik Vi, We obtain the scalar interaction term
(Siji

(Vi - t)

h h
0i; = aij (v — i) - (W3t)

i
Now we propagate 9d;; through the dot product s;;.

Query Path. The gradient of s;; with respect to
the query input vector q; = X; W is proportional
to the key vector k;.

Re (W
Vi, 8ij = ng)Rél (K(XJ K >>

Aggregating over all 7, the target for the query input
at position ¢ is:

- w®
1) 4y (P o [ Br(x W)
g80,(t) =Wo' > 6 - Ry ( NG

J<i

Key Path. Similarly, the gradient of s;; with re-
spect to the key input vector k; = x;W g is pro-
portional to the query vector q;.

h) 5—
ngsij = W%)RK}]-

Aggregating over all ¢ that attend to j (i.e., 7 > j
in causal attention), the target for the key input at
position j is:

(h) < (h) .
8x;(t) = Wy E :527' "Ry
’ i>j ’ Vi

E Dataset Configurations

In this section, we provide detailed information re-
garding the licenses, usage, and preprocessing steps
for the datasets used to evaluate the Layer-wise Tar-
get Propagation (LTP) framework. We conduct
experiments across four representative tasks: fac-
tual knowledge, reading comprehension, sentiment
analysis, and circuit discovery.

E.1 Licenses and Usage

All datasets utilized in this study are publicly acces-
sible and were used in strict accordance with their
respective licensing terms for research purposes.

* Known 1000. This dataset is distributed under
the MIT License. It consists of 1,000 factual
statements designed to evaluate how language
models represent and utilize factual associa-
tions.

* SQuAD v2.0. The Stanford Question Answer-
ing Dataset is licensed under Creative Com-
mons Attribution-ShareAlike 4.0 International
(CC BY-SA 4.0). It is a standard benchmark for
reading comprehension, requiring the model to
identify answer spans within a given context or
determine if a question is unanswerable.

* IMDDb Sentiment. Usage of this dataset fol-
lows the IMDb Non-Commercial Licensing
terms, which allow for limited personal and
non-commercial use. In compliance with these
terms, we acknowledge that the information is
courtesy of IMDb (https://www.imdb.com) and
is used with permission. The data was sourced
from official contributor datasets to ensure ad-
herence to copyright and conditions of use. It
contains movie reviews labeled for binary sen-
timent analysis.



¢ Indirect Object Identification (IOI). This
dataset is distributed under the MIT License.
It serves as a specialized benchmark for
component-level circuit discovery.

E.2 Dataset Preprocessing Details

To maintain consistent evaluation signals and man-
age computational complexity, we used a combined
dataset of the Test and Dev sets from the experi-
ments. We used 1,000 samples only for the IMDB
dataset, while using the total combined sample size
for the rest. We performed systematic preprocess-
ing as follows:

* Known 1000. We specifically selected in-
stances where the model provided a correct
baseline prediction for the target entity to en-
sure that the attribution was grounded in ex-
isting model knowledge. The data was then
formatted as a prefix-completion task, ensur-
ing that target entities consisted of short token
spans to facilitate precise attribution measure-
ment.

* SQuAD v2.0. Our processing focused exclu-
sively on answerable questions to evaluate the
model’s ability to attribute information to the
provided context. The preprocessing involved
normalizing whitespace and special characters
while ensuring all questions concluded with a
proper question mark. Furthermore, we uti-
lized the answer_start index to establish exact
ground-truth tokens and filtered for answers
consisting of no more than two words to en-
sure the localization signal remained clear and
unambiguous.

* IMDDb Sentiment. We sampled a balanced sub-
set of 1,000 reviews, comprising 500 positive
and 500 negative samples to prevent sentiment
bias. The text was cleaned by removing HTML
tags and collapsing redundant spaces to prevent
tokenization artifacts. To ensure sufficient con-
text for attribution while maintaining computa-
tional efficiency, we filtered reviews to maintain
a character length between 200 and 500.

* Indirect Object Identification (IOI). This
dataset was constructed using fixed linguistic
templates to isolate the specific circuit respon-
sible for identifying indirect objects. Our pre-
processing focused on identifying the precise
token positions of the subjects and indirect ob-
jects within these templates, which allowed us

to measure the direct and indirect effects of
internal components with high resolution.

F Experiment Reproducibility

All experiments, including model inference and
the recursive propagation of Layer-wise Target
Propagation (LTP) targets, were conducted on a
high-performance computing cluster to ensure a
consistent and high-throughput execution environ-
ment. The specific hardware and software config-
urations used for our empirical evaluations are as
follows :

* Hardware Resources. We utilized an NVIDIA
DGX system equipped with NVIDIA A100-
SXM4-40GB GPUs. Each GPU provides 40
GB of HBM2 memory, which is essential for
caching the high-dimensional activations re-
quired for attribution across large-scale models
like Llama-3-8B-Instruct. The high memory
bandwidth of the A100 architecture facilitated
efficient processing of dense attribution tasks.

* Software Environment. The system operated
on CUDA Version 12.2 with NVIDIA Driver
Version 535.161.08. This environment supports
the latest optimization libraries required to exe-
cute transformer-based models and perform ef-
ficient tensor operations during the target prop-
agation stage.

* Implementation Details. The LTP frame-
work and all comparative baselines, such as
Integrated Gradients and DePass, were imple-
mented using the PyTorch library, and the re-
sults were described based on a single execu-
tion.

G Qualitative Attribution Examples

To complement the quantitative faithfulness results
in Section 5, we provide qualitative attribution visu-
alizations that illustrate the behavior of Layer-wise
Target Propagation (LTP) on natural language in-
puts. Figure 5 presents two complementary views.

Token-level Attribution on IMDb (left). The
left panel of Figure 5 compares LTP against repre-
sentative baselines on an IMDb sentiment classifi-
cation example. Red highlights mark tokens that
positively contribute to the predicted sentiment,
while blue marks tokens whose presence pushes



Target: Positive

Last layer Target: Positive

I thought the movie was pretty good. I really enjoyed myself as I viewed it. However, the last scene at Johnny's
birthday party was cut way too short. I, myself, was an extra in that scene and was upset with the resultsfl But other
than that, (and the weird casting), the movie wasiSUperbll

Integrated Gradients

I thought the movielWas pretty good. I really enjoyed myself as I viewed it. However, the lastiiScene at/IGHER's
birthday party was cut way too short. I, myself, was an extra in that scene and was upset with the results. But other
than that,/(and thelweird casting), the! movicliasHSupeEE.

DePass

I thought thelllllll wasPPFEEEY good. I reallylénjoyed myself as I viewed it. However, the last scene at Johnny's
birthday party was cut way too short. I, myself, was an extra in that scene and was/ upset with the results. But other
than that, (and the weird casting), the movie was| o

LTP for Control-Content

I thought thellifiovi€ was pretty good. I really
enjoyed myself as I viewed it. However, the
last scene at Johnny's birthday party

LTP for Query-Key

I thought the movie was pretty good. I really
enjoyed myself as I viewed it. However, the
last scene at Johnny's birthday party

LTP for Attention

I thought the movie was pretty good. I really
enjoyed myself as I viewed it. However, the
last scene at Johnny's birthday party

LTP LTP for MLP

I thought the movie was pretty good. I really enjoyed myself as I viewed it. However, the last scene at Johnny's I thought the movie was pretty good. I really
birthday party was cut way too short. I, myself, was an extra in that scene and was upset with the results. But other enjoyed myself as I viewed it. However, the
than that, (and the weird casting), the movie was/ISHBSHEEY last scene at Johnny's birthday party

Figure 5: Qualitative attribution examples. Red highlights denote tokens that positively contribute to the target,
while blue denotes tokens that hinder it. As shown on the IMDb dataset (left), LTP more precisely distinguishes
between helpful and harmful context compared to baseline methods. The right panel illustrates LTP’s attribution
across different configurations.

IMDb (input-level, p)
00 02 04 05 06 09 1.0 0.0 0.1 0.2 0.3 05 07 1.0
6.54 24.80 36.78 38.26 37.64 27.72 27.44 84.10 99.70 112.95 113.53 87.74 40.42 30.04

IOI (component-level, p)

Sensitivity

Control-Content

Query-Key 35.74 36.88 38.21 38.26 38.58 40.10 39.68 91.82 97.13 101.98 100.50 87.74 73.01 49.87
Attention 6.78 26.74 3691 38.26 38.31 32.21 28.37 54.07 53.83 60.52 70.22 87.74 57.35 29.14
MLP 32.42 38.06 38.88 38.26 36.93 29.56 26.15 144.35 153.37 148.56 132.52 87.74 56.83 45.04

Table 6: Extended sensitivity analysis for input-level attribution on IMDb (Llama-3.1-8B-Instruct) and component-
level attribution on the IOI (Llama-3.1-8B-Instruct). We report the Total AUC (recovery — disruption; higher is
better) for each weighting family in Table 3. At p = 0.5, all families coincide with the balanced configuration. Bold

indicates the best result per family and setting.

the prediction in the opposite direction. LTP pro-
duces sharper polarity contrasts and more selec-
tively highlights sentiment-bearing tokens—such
as explicit affective adjectives and negation cues—
than baselines that diffuse importance across syn-
tactic context. This aligns with the quantitative
observation in Table 1 that attribution to complex
semantic concepts like sentiment exposes the lim-
itations of attention-only approaches: while raw
attention captures token-to-token mixing, it does
not by itself signal the semantic polarity that drives
the final prediction.

Pathway Sensitivity (right). The right panel
compares LTP’s attribution maps on the same
IMDb input under the four parameter combina-
tions summarized in Table 3—Control-Content,
Query—Key, Attention, and MLP—each evaluated
at the endpoint p = 1, which routes attribution
through the corresponding pathway in its purest
form. Despite sharing the same input and target,
the four maps highlight visibly different token sub-
sets, making the relative contribution of each path-
way concrete and complementing the quantitative
trends in Figure 4.

H Extended Sensitivity Analysis

The choice of the bilinear weighting parameters
w is first and foremost motivated by the conserva-
tion property, which requires that the relevances
of the inputs of a bilinear function sum to the rel-
evance at its output. Among the values satisfy-
ing this property, we adopt p = 0.5 because it
corresponds to balanced propagation across both
inputs and is therefore the natural choice absent
any task-specific prior. The sensitivity analysis in
Section 5.2 supports this choice post-hoc; in this
section, we strengthen the argument by extending
the analysis to fundamentally different tasks.

Concretely, we run the full p-sweep (p € [0, 1])
on two settings that differ from the main-paper
analysis in both task and granularity: IMDb (input-
level attribution task) and IOI (component-level
attribution task). Following the weighting fami-
lies defined in Table 3, we report the Total AUC
(recovery - disruption; higher is better) per family.
Table 6 presents the results for both settings.

The results first support p = 0.5 as a solid
choice regardless of the task: the balanced con-
figuration remains at or near the peak of every
family in the input-level setting and avoids the
sharp degradation observed at the extremes of each



sweep. Beyond this, the extended experiments
reveal task-consistent properties. For input-level
attribution, a slightly higher p on the Query-Key
interaction leads to the best results, whereas for
component-level attribution, the best results are
achieved with a lower p on the MLP gate-up in-
teraction. These gains, which are substantial espe-
cially for component-level attribution, suggest that
task-adaptive weighting is a promising direction
for future work.

I Generalizability

In this section, we evaluate the generalizability of
Layer-wise Target Propagation (LTP) across differ-
ent model architectures to ensure our findings are
robust and not strictly tied to a single model family.

L1 Generalization within the LLaMA Family

We initially extended our experiments to Llama-
2-7B-Chat not only Llama-3.1-8B-Instruct. The
empirical results demonstrate that LTP maintains
consistent attribution accuracy and computational
efficiency within the LLaMA architecture.

The input and component attribution results for
Llama-2-7B-Chat are shown in Table 7, and 8§
(with corresponding Figures 6 and 7).

I.2 Generalization to Non-LLaMA SwiGLU
Architectures

To address concerns regarding generalization to
other model families, we conducted additional ex-
periments on the Qwen and Mistral model families,
specifically Qwen3-4B-Instruct-2507, Qwen2.5-
32B-Instruct, and Mistral-7B-Instruct-v0.3. While
these models share a SwiGLU-based Transformer
backbone with the LLaMA series, they are fun-
damentally distinct. They feature structural vari-
ations in the attention mechanism (e.g., Sliding
Window Attention in Mistral), utilize different to-
kenizers, and undergo entirely different pre- and
post-training pipelines.

We present quantitative results and visualiza-
tions for Qwen3-4B-Instruct-2507 in Tables 9 and
10 (with corresponding Figures 8 and 9). Simi-
larly, results for Qwen2.5-32B-Instruct are detailed
in Tables 11 and 12 (Figures 10 and 11), and for
Mistral-7B-Instruct-v0.3 in Tables 13 and 14 (Fig-
ures 12 and 13). Empirical results demonstrate
that LTP exhibits robust superiority over existing
baseline methods across these architectural vari-
ations. By consistently achieving state-of-the-art

performance in the majority of evaluations, LTP
confirms its broad applicability and the stability of
its performance.

1.3 Generalization to Non-SwiGLU
Architectures

While our derivation focuses on the SwiGLU
Transformer, the underlying target-propagation
framework is not tied to gated MLPs. To probe
this, we additionally evaluate LTP on GPT-2 Large,
a classical Transformer whose MLP block employs
a GELU activation instead of a gated linear unit.
Table 15 and Figure 14 report the input attribution
results on Known 1000, while Table 16 and Fig-
ure 15 report the component attribution results on
Known 1000 and IOI.

For input attribution, LTP achieves the best dis-
ruption, recovery, and total scores among all eval-
uated methods. For component attribution, AtP
and LTP both attain zero disruption on both bench-
marks, while AtP achieves the higher recovery
AUC. Notably, however, the recovery curves in
Figure 15 show that LTP recovers the original pre-
diction probability with the fewest components,
rising substantially earlier than AtP, whose recov-
ery overtakes only at the larger component ratios
that dominate the AUC. These results indicate that
LTP transfers to non-SwiGLU architectures with-
out sacrificing its precise localization of causally
relevant components.



Known 1000 SQuAD v2.0 IMDb
Methods
dis. | rec. T total 1 dis. | rec. T total 1 dis. | rec. T total 1
Reference

Random 13.17 20.64 7.47 23.74 25.04 1.30 58.98 57.80 -1.18

Attention-based
Last layer 6.53 28.857  22.32f 8.90 31.95 23.05 59.81 60.94 1.13
Mean 5977 2510  19.13 548" 33357 27.87" 4675 78.60  31.85
Rollout 15.45 16.17 0.72 22.64 27.35 4.71 83.31 55.54 -27.77

Gradient-based
Gradient 12.14 18.75 6.61 16.94 15.55 -1.39 55.16 63.90 8.74
Inputx Gradient 11.31 20.31 9.00 14.73 17.16 2.43 69.39 50.85 -18.54
Integrated Gradients 11.58 25.30 13.72 9.87 26.08 16.21 52.30 68.19 15.89

Decomposition-based
DePass 7.55 26.29 18.74 12.62 27.49 14.87 68.19 56.13 -12.06
Contextual mixing-based
IFR 15.22 12.76 -2.46 12.62 26.29 2.65 91.62 48.67 -42.95
Proposed Method

Layer-wise Target Propagation (LTP) 5.60 34.41 28.81 3.73 36.08 32.35 48217 74531 26.32f

Table 7: Faithfulness evaluation of crucial token attribution on Llama-2-7B-Chat across Known 1000 (factual
knowledge), SQuAD v2.0 (reading comprehension), and IMDb (sentiment analysis). Lower disruption (dis.) and
higher recovery (rec.) indicate more faithful token localization; total denotes their aggregate AUC score. Bold

indicates the best result, and T the second best. Layer-wise Target Propagation consistently achieves the highest

faithfulness across datasets.

Dataset: Known 1000
Disrupt Top Percent Token

Dataset: SQUAD v2.0
Disrupt Top Percent Token
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Disrupt Top Percent Token
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Known 1000 101

Methods
dis. | rec. T total T dis. | rec. T total 1
Reference
Random 22.89 27.65 476 24.07 27.67 3.60
Baselines
Attn-only 2.34 92.58 90.24 0.53 91.39"7  90.86f
MLP-only 1.74 29.16 27.42 5.59 27.58 21.99
Norm-only 0.24 64.68 64.44 0.05 66.98 66.93
Gradient-based
Gradient 022t 2821 27.99 0.01"  30.69 30.68
AtP 0.00 120807 120.80 0.00 76.30 76.30
Contextual mixing-based
IFR 0.69 30.49 29.80 0.48 28.86 28.38
Proposed Method
Layer-wise Target Propagation (LTP) 0.00 136.45 136.45 0.00 127.16 127.16

Table 8: Component-level attribution performance on Llama-2-7B-Chat across Known 1000 (factual knowledge)
and IOI (Indirect Object Identification) benchmarks. Lower disruption (dis.) and higher recovery (rec.) indicate
more faithful localization of causally relevant components; the fotal score aggregates both effects. Bold denotes the
best result, and T indicates the second best. Layer-wise Target Propagation consistently achieves the most faithful
component localization across benchmarks.
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Figure 7: Performance comparison with baseline attribution methods on Llama-2-7B-Chat under different top
model component masking strategies. Our approach shows lower Top-k disruption and higher Top-k recovery,
indicating more accurate identification of important components.



Known 1000 SQuAD v2.0

Methods
dis. | rec.T  totalt dis. | rec. T total T
Reference
Random 11.52 19.64 8.12 48.89  50.00 1.11
Attention-based
Last layer 8.03 22.82F  14.79 26.04 7241 46.37
Mean 950 2235  12.85 11.69  91.557  79.86'
Rollout 15.25 11.79 -3.46 43.81 66.12 22.31
Gradient-based
Gradient 10.88 18.07 7.19 57.82 3549 2233
Input x Gradient 10.54 17.95 7.41 46.23  47.40 1.17
Integrated Gradients 7.55 16.18 8.63 4139 4999 8.60
Decomposition-based
DePass 6.24 26.74  20.50 13.74  66.19 52.45
Contextual mixing-based
IFR 15.80 11.28 -4.52 43.74  66.46 22.72
Proposed Method
Layer-wise Target Propagation (LTP) 654" 2237  15.83T 11.937 9386  81.93

Table 9: Faithfulness evaluation of crucial token attribution on Qwen3-4B-Instruct-2507 across Known 1000
(factual knowledge), and SQuAD v2.0 (reading comprehension). Lower disruption (dis.) and higher recovery (rec.)
indicate more faithful token localization; total denotes their aggregate AUC score. Bold indicates the best result,
and T the second best. Layer-wise Target Propagation consistently achieves the highest faithfulness across datasets.
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Figure 8: Performance comparison with baseline attribution methods on Qwen3-4B-Instruct-2507 under different
top input token masking strategies. Our approach shows lower Top-k disruption and higher Top-k recovery,
indicating more accurate identification of important components.



Known 1000 101

Methods
dis. | rec. T total 1 dis. | rec.T  total
Reference
Random 19.00 27.53 8.53 22.63 27.55 4.92
Baselines
Attn-only 2.13 74127 71.991 0.66 8311 8245
MLP-only 0.017  28.66 28.65 001" 2756  27.55
Norm-only 0.00 47.64 47.64 0.00 28.68 28.68
Gradient-based
Gradient 0.03 27.54 27.51 0.00 29.54 29.54
AtP 0.00 41.98 41.98 0.00 32.25 32.25
Contextual mixing-based
IFR 0.17 38.68 38.51 0.02 28.59 28.57
Proposed Method
Layer-wise Target Propagation (LTP) 0.00 10521  104.35 0.00 54917 54917

Table 10: Component-level attribution performance on Qwen3-4B-Instruct-2507 across Known 1000 (factual
knowledge) and IOI (Indirect Object Identification) benchmarks. Lower disruption (dis.) and higher recovery (rec.)
indicate more faithful localization of causally relevant components; the fotal score aggregates both effects. Bold
denotes the best result, and T indicates the second best. Layer-wise Target Propagation consistently achieves the

most faithful component localization across benchmarks.
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Figure 9: Performance comparison with baseline attribution methods on Qwen3-4B-Instruct-2507 under different
top model component masking strategies. Our approach shows lower Top-k disruption and higher Top-k recovery,
indicating more accurate identification of important components.



Known 1000

Methods
dis. | rec.T  total T
Reference
Random 20.00  29.79 9.79
Attention-based
Last layer 10637 3218  21.55%
Mean 12.06  33.077  21.01
Rollout 19.70 11.37 -8.33
Gradient-based
Gradient 19.44  26.67 7.23
Input x Gradient 2152 2692 5.40
Integrated Gradients 18.60  27.70 9.10
Decomposition-based
DePass 1229 2053 8.24
Contextual mixing-based
IFR 18.75  26.61 7.86
Proposed Method
Layer-wise Target Propagation (LTP) 1032 4135  31.03

Table 11: Faithfulness evaluation of crucial token attribution for Qwen2.5-32B-Instruct on Known 1000 (factual
knowledge). Lower disruption (dis.) and higher recovery (rec.) indicate more faithful token localization; total
denotes their aggregate AUC score. Bold indicates the best result, and T the second best. Layer-wise Target

Propagation consistently achieves the highest faithfulness across datasets.
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Figure 10: Performance comparison with baseline attribution methods on Qwen2.5-32B-Instruct under different top
input token masking strategies. Our approach shows lower Top-k disruption and higher Top-k recovery, indicating

more accurate identification of important components.



Known 1000 101

Methods
dis. | rec. total 1 dis. | rec. total 1
Reference
Random 22.59 27.55 4.96 24.45 27.68 3.23
Baselines
Attn-only 4.25 74.29 70.04 2.07 78.507  76.431
MLP-only 0.01f 47.25 47.24 0.55 28.17 27.62
Norm-only 0.00 67757 67751 0.01T 6545 65.44
Gradient-based
Gradient 0.05 27.56 27.51 0.00 29.01 29.01
AtP 0.00 51.69 51.69 0.00 54.06 54.06
Contextual mixing-based
IFR 0.38 31.29 30.91 0.14 27.56 27.42
Proposed Method
Layer-wise Target Propagation (LTP) 0.00 187.56 187.56 0.00 126.85 126.85

Table 12: Component-level attribution performance for Qwen2.5-32B-Instruct across Known 1000 (factual
knowledge) and IOI (Indirect Object Identification) benchmarks. Lower disruption (dis.) and higher recovery (rec.)
indicate more faithful localization of causally relevant components; the fotal score aggregates both effects. Bold
denotes the best result, and T indicates the second best. Layer-wise Target Propagation consistently achieves the
most faithful component localization across benchmarks.
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Figure 11: Performance comparison with baseline attribution methods on Qwen2.5-32B-Instruct under different
top model component masking strategies. Our approach shows lower Top-k disruption and higher Top-k recovery,
indicating more accurate identification of important components.



Known 1000 SQuAD v2.0

Methods
dis. | rec.T  totalt dis. | rec.T  totalf
Reference
Random 19.67 26.38 6.71 34.63 34.68 0.05
Attention-based
Last layer 7.80" 3041 22.61 9.79 62.84  53.05
Mean 8.61 3227  23.66 1078 65997 55211
Rollout 19.79 2046 0.67 27.94 56.88 28.94
Gradient-based
Gradient 17.31 24.66 7.35 31.19 27.56 -3.63
Input x Gradient 16.31 28.18 11.87 25.65 30.44 4.79
Integrated Gradients 972 38.147  28.42f 8.67 5598 4731
Decomposition-based
DePass 9.64 37.53 27.89 7.92 53.93 46.01
Contextual mixing-based
IFR 21.97 16.43 -5.54 32.56 52.78 20.22
Proposed Method
Layer-wise Target Propagation (LTP) 7.16 43.23  36.07 8.06" 7097 6291

Table 13: Faithfulness evaluation of crucial token attribution on Mistral-7B-Instruct-v0.3 across Known 1000
(factual knowledge), and SQuAD v2.0 (reading comprehension). Lower disruption (dis.) and higher recovery (rec.)
indicate more faithful token localization; total denotes their aggregate AUC score. Bold indicates the best result,
and T the second best. Layer-wise Target Propagation consistently achieves the highest faithfulness across datasets.
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Figure 12: Performance comparison with baseline attribution methods on Mistral-7B-Instruct-v0.3 under different
top input token masking strategies. Our approach shows lower Top-k disruption and higher Top-k recovery,
indicating more accurate identification of important components.



Known 1000 101

Methods
dis. | rec. T total T dis. | rec. T total 1
Reference
Random 23.39 27.84 4.45 25.27 27.60 2.33
Baselines
Attn-only 1.76 92.60 90.84 0.30 94.67 94.37
MLP-only 0.94 28.44 27.50 2.82 27.66 24.84
Norm-only 0.26 57.87 57.61 0.10 54.59 54.49
Gradient-based
Gradient 0.64 29.94 29.30 0.021 56.00 55.98
AtP 0.01" 107737 107.72 0.00  104.50" 104.50"
Contextual mixing-based
IFR 0.91 32.31 31.40 0.13 29.81 29.68
Proposed Method
Layer-wise Target Propagation (LTP) 0.00 143.76 143.76 0.00 172.15 172.15

Table 14: Component-level attribution performance on Mistral-7B-Instruct-v0.3 across Known 1000 (factual
knowledge) and IOI (Indirect Object Identification) benchmarks. Lower disruption (dis.) and higher recovery (rec.)
indicate more faithful localization of causally relevant components; the fotal score aggregates both effects. Bold
denotes the best result, and T indicates the second best. Layer-wise Target Propagation consistently achieves the
most faithful component localization across benchmarks.
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Figure 13: Performance comparison with baseline attribution methods on Mistral-7B-Instruct-v0.3 under different
top model component masking strategies. Our approach shows lower Top-k disruption and higher Top-k recovery,
indicating more accurate identification of important components.



Known 1000

Methods
dis. | rec.t  totalf
Reference
Random 10.31 18.19 7.88
Attention-based
Last layer 8.95 20.05 11.09
Mean 8.80 20.87 12.07
Rollout 11.97 12.08 0.12
Gradient-based
Gradient 8.87 16.21 7.34
Inputx Gradient 8.72 16.30 7.57
Integrated Gradients 8.29 18.34 10.05
Decomposition-based
DePass 8.11"  21.16" 13.05
Contextual mixing-based
IFR 11.84 12.43 0.59
Proposed Method
Layer-wise Target Propagation (LTP) 5.58 23.81 18.23

Table 15: Faithfulness evaluation of crucial token attribution on GPT-2 Large on the Known 1000 (factual
knowledge) benchmark. Lower disruption (dis.) and higher recovery (rec.) indicate more faithful token localization;
total denotes their aggregate AUC score. Bold indicates the best result, and T the second best. Layer-wise Target
Propagation achieves the highest faithfulness across all metrics.
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Figure 14: Performance comparison with baseline attribution methods on GPT-2 Large under different top input
token masking strategies. Our approach shows lower Top-k disruption and higher Top-k recovery, indicating more
accurate identification of important input tokens.



Known 1000 101
Methods
dis. | rec. T total T dis. | rec. T total T
Reference
Random 20.66 27.54 6.88 21.83 27.57 5.75
Baselines
Attn-only 14.25 74.69 60.44 2.70 77.97 75.28
MLP-only 0.02 27.70 27.68 0.02 27.54 27.52
Norm-only 0.01"  29.75 29.74 0.017  28.55 28.54
Gradient-based
Gradient 107.68 33.41 -74.26 51.18 28.98 -22.21
AtP 0.00 230.65 230.65 0.00 142.03 142.03
Contextual mixing-based
IFR 0.39 28.11 27.72 0.03 28.06 28.03
Proposed Method
Layer-wise Target Propagation (LTP) 0.00 191.117  191.11f 0.00 112317 112.311

Table 16: Component-level attribution performance for GPT-2 Large across Known 1000 (factual knowledge) and
IOI (Indirect Object Identification) benchmarks. Lower disruption (dis.) and higher recovery (rec.) indicate more
faithful localization of causally relevant components; the total score aggregates both effects. Bold denotes the best
result, and T indicates the second best. While AtP attains the higher recovery AUC, LTP matches its zero disruption
and recovers the original prediction probability with the fewest components (cf. Figure 15).
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Figure 15: Performance comparison with baseline attribution methods on GPT-2 Large under different top model
component masking strategies. LTP shows low Top-k disruption and the earliest Top-k recovery, indicating more
accurate identification of important components.
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